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ID Management Project Plan

Overview of Project

1. Background
In March 2006, a letter
 was sent to all UK university Vice Chancellors and Principals informing them of the move from Eduserv’s AthensDA to UKERNA’s Shibboleth by June 2008. By this date, universities are required to have a stable Shibboleth infrastructure, Attribute Authority and Attribute Release Policy for its entire user population that use Athens. This included reference material on how to develop an Identity Provider service
 and an FAQ on federations and Shibboleth terminology
.

Project SWISh is a JISC early adopter program
 that investigated how the University of Exeter could add Shibboleth to its middleware infrastructure. A principal result of this work was finding that without a single-sign-on (SSO) solution in place, another level of complexity would be added to users’ online experiences. And SSO requires an underpinning identity management (IDM) infrastructure for the university. This infrastructure currently only exists as an OpenLDAP repository used by email, web-proxy and AthensDA. 
In November 2005, an informal IT Services forum met to discuss the need for an SSO solution. Projects such as the Xport portal project, Acorn project, Institutional Repository and BI systems were all looking for a central authentication system. Insecure cacheing systems were being proposed as workarounds and the consequent weak security and synchronization applications were going to add even more workload to late running projects. Over 80 disparate systems were identified as benefiting from a SSO service, because when new staff/students/associates joined the university, login credentials had to be created on several of these systems. Similarly, on their departure their credentials had to be revoked on each. This administrative overhead was expensive, unaudited and going to degrade as more new systems went online.
Attendance of conferences by SWISh staff generated many references of universities who had faced this problem and instituted Identity Management and SSO, then started migrating core campus services to use the SSO credentials. The lessons from each of these universities were:
1. IDM is new. It does not exist and has to be built from scratch. It requires new funds, new staff, new applications, new procedures and support from the highest level of the university.

2. IDM should be organized and developed by IT Services, but after the completion of management applications should be delegated to existing Student and Staff Services organizations to run on a daily basis.

3. IDM has to be added to IT Services budgets as a new line item. 

4. IDM is part of university security policy. IdM is security first and last. Although it will appear as SSO to its users, it is really a correction to years of lapses in security fudges to get other projects working to tight deadlines.
5. IDM is the first true cross-campus IT infrastructure application that will eventually involve every webserver, database and business application on the Exeter campus. Nothing like this has been attempted before and it will require a new way of working with schools and departments convincing them that a true centrally managed service such as this is necessary and critical for them.

6. The Management in IdM is political. New working relationships are going to be created across the campus. Trust will have to be established and many weeks devoted to getting buy-in from people who believe they own closed systems.

7. IDM will require considerable development as it manipulates the identity of people, locations, security devices, facilities. Moreover it manages the privileges of all people, relating to authority to request, approve, trust and use items up to specific values for specific periods.  This system analysis frequently highlights long-held and little known beliefs about precisely who is in charge of a particular facility. The resolution of these disputes needs high-level authority.
8. US Federal government e-initiatives are revolutionizing the way commerce does business with government, forcing each business to adopt IdM best practices that prove it trustworthy. The European and UK governments are expected to adopt this because of the benefits of a smooth, integrated access to European and UK government applications. Universities will have to pass an audit of their IdM policies and procedures regularly.
9. As the risk to loss of private data being held on government-funded computers increases, they will introduce regulations requiring FE, HE and government funded bodies to be accountable for the private date they own. These regulations will follow the path laid in the USA and require universities to have an IdM policy that meets requirements that determine procedures to follow when a large scale security lapse has occurred. A centralized IdM directory and policy is much easier to implement than disparate uncoordinated incomplete databases in every school.
10. With the advent of library walk-in users, campuses are waking up to the need to correctly manage so called “guest accounts” for vague groups who require university computing facilities and access such as alumni, student applicants, contractors, student doctors and “Friends of the Library/Venerable Association/Senate/etc”. The sheer number of guest accounts to cope with these itinerants guarantees an ever-increasing list of potential unaudited gateways into the campus for potentially hostile use. The IdM must take on these lists and manage them just like normal users. 
11. Exeter University prides itself on being a professional institution so it should manage its staff, student and associates identity professionally. A public announcement that all university computer users should change passwords is a humiliating event (Purdue
, Wesleyan
, Stanford
 and Minnesota
.) A panicked response to “fix” the problem by university authorities inevitably produces an incomplete and confusing restoration of service. Far better that the university was ahead of the event by having a correctly IdM policy in place.
2. Aims and Objectives

The broad aims of the IdM project are:

1. Build an IdM department that stores, administers, audits and controls information about all Exeter campus staff, students, affiliates, alumni and associated resources. 

2. Conform to the University IT Strategy for SSO security and anytime, anywhere IT access.

3. Create administrative tools to populate and audit an Enterprise Directory that contains a core LDAP directory and registry that indexes major campus databases (APTOS, SITS, etc) to the Enterprise Directory.
4. Devise a campus wide unique identifier schema to allocate permanent identifiers to every person, task, item in the core databases.

5. Select an SSO methodology for use across the campus and devise login and authentication services that are smart, in that they detect invalidly formatted usernames and passwords (e.g. Student number, email address) and prompt for the correct format.

6. Determine a prioritised list of applications requiring centrally managed identity and migrate each one to the SSO design, e.g. Xport, Acorn, and BI.
7. Construct security safeguards into the system that use the highest level of security without sacrificing performance and that ensures that BS7799
 is complied with.

8. Deploy Shibboleth to meet JISC and UKERNA’s new UK Access Management Federation plan for July 2008. 

9. Create an Attribute Authority within the Enterprise Directory to handle the requirements of the Federation service providers.

10. Create a personal attribute management system for all users so that the release of personal information to service providers is controlled by a simple menu selection, yet meets legal requirements regarding the disclosure of personal information
11. Eliminate the confusion and errors introduced when coping with users who have special cases of temporary identity, such as conference delegates, partner institutions (PMS), etc.

12. Integrate the Library’s Institutional Repository with the SSO service so that library administrators, authors and research council members can securely view, edit and add content.

13. Create a user authentication structure that works with partner institutions that require Exeter logins, such as PMS, Combined Universities in Cornwall.
The specific objectives are:

1. Increase security by reducing lists of required passwords

2. Reduce administrative overhead by requiring the creation of just one user account. This will be the only account on which password changes are made and a single command can close access to all university SSO-controlled resources. 

3. Free staff resource from user account management and deploy them to more creative tasks.

4. Construct administrative applications for managing user accounts, groups and privileges and train the Student Services department to use them for daily requests for new accounts, forgotten passwords and account closures.

5. Reduce user and staff delay and confusion when using the computer network for the first time, by eliminating the need to know and use multiple identities at different stages of their work-day. 

6. Create cross-campus trust in IT Services capability to control personal data security 

3. Overall Approach
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Figure 1. IdM Components

Identity Management is the creation and operation of the five core middleware services shown in Figure 1:

· Certificate management ( CA, X.509, Kerberos)

· Authentication control (PKI, Kerberos, passwords)

· User identity registration (e.g. js213, John.Smith, 023323221)

· Directory management (Metadirectory, LDAP, Signet, Grouper)

· Authorisation supervision (staff, student, pseudonymous name, restrictions)

The IdM project will split into these five strands as each requires a different methodology and skills to design, create, populate, configure and manage.

When designing a solution, there is a balance between:

· The latest technical innovations available for IdM

· The maturity of the applications, libraries and products

· The cost of either purchasing and installing a proprietary solution of configuring a design of one’s own

· Exeter’s stance on purchased applications versus home-developed ones

· Whether the chosen solution will fulfil Exeter’s IT policy.

· The technical capability of the IT services to use, understand, debug, modify and analyze faults with the system.

· Whether the system will inter-operate with partner institutions IdM management systems and Shibboleth components in the UKERNA federation.

· Whether the solution is not too complex for non-IT staff at Exeter to understand. 

The scope of the project will increase over time as each of the applications in Appendix C is integrated. The splitting of this list into short, medium and long term targets requires analyzing the difficulty of accessing the source code, and if proprietary, determining the supplier’s plans and costs for conversion. For reasons of security or obsolescence some systems may not be converted.
The target is for every UoE Windows user to log into their computer using Windows authentication, and then use SSO as soon as they open a browser. Until they logout of their browser they will move from application to application without seeing another request for a login.  UoE Mac, Linux and Solaris GUI users will be authenticated using the LDAP directory when they log in and once again when their browser starts.
The critical success factors for the IdM project are:

1. Issuing students with a Campus ID and a Network ID, the latter which will be used for all computer network access. The elimination of all other userID/password combinations.

2. Reduction in HelpDesk calls for forgotten password changes, confusion over what user account should be used. Eliminate user identity as a source of confusion on the campus.

3. Remove the distinction of working on campus or off campus for Library users, allowing the simplification of access to all Library resources.
4. Not having to use an Exeter user account/password after the initial web sign on.

5. Elimination of the any passwords being passed unencrypted on the university network. 

6. Reducing the network presence of encrypted passwords to a single session between the user’s browser and the SSO server.

7. Handling special cases of user account creation for partner institutions and temporary staff without having to create special procedures, finding someone who understands how it is done and cleanly disabling the accounts at the end of their requested period.

4. Project Outputs
The tangible deliverables of the IdM project are:

1. Certificate Authority for the UoE 

2. SSO server

3. Enterprise Directory comprising Registry, LDAP server and administrative UIs.

4. Group management application server and UI

5. Privilege management application server and UI

6. Shibboleth Identity Provider (IdP) linked to the SSO server

7. Shibboleth Attribute Authority (AA) linked to the LDAP server

8. Recommendations for converting all campus web browsers to use a new home page (SSO Server)
9. Xport portal application converted to use the SSO and seamless access to Library Innopac, WebCT, U-drive and SquirrelMail.

10. Integrated Project Acorn SSO with MS Windows XP/Vista.

11. Institutional Repository using the SSO server.
12. EduRoam NG integration with SSO server, assuming a LIN migration by the Network team.

13. MacOS, Linux and Solaris UIs using LDAP credentials.
14. The complete list of systems in Appendix C converted to use SSO.

15. Main and cold standby servers for SSO, Group/Privilege management, LDAP/Registry and Shibboleth IdP.

16. Documented procedures on installation, configuration, management, archiving and restoration of all servers.

17. Procedures for handling special cases of users for short term account activation.

The intangible deliverables are:
18. Team of experienced ID administrators trained in certificate management, database administration, and identity management.

19. Capability to provide experience, leadership and guidance for other universities who have not tackled ID Management.

5. Project Outcomes

The outcomes of the IdM project are:
1. A shift from reactive to pro-active working because procedures and systems will be in place to ensure that lessons learned are incorporated into the professional planning and execution of work in the group. 

2. IdM will no longer be an issue that gets in the way of students and staff accessing resources. Once a user has their credentials issued to them, access to resources should be invisible.
3. An integrated identity and security policy for campus administrators which leaves no room for ambiguity about what was meant. 

4. A clearer understanding of who are the true authorities for authorizing access to campus facilities to create, read, update and delete entities.

5. A directory that can be used for populating data mining systems in which trends, activities and groupings can be analyzed.

6. Audit trails for access to resources both on and off campus, that offer authoritative detection of transgression should the need arise.

6. Stakeholder Analysis

	Stakeholder
	Interest / stake
	Importance

	UoE Registrar
	Security, trusted identity management
	Medium

	UoE Staff
	Secure and simple access to all online resources. Trust in security of their personal data
	Medium

	UoE students
	Simple access to all resources for which they are allowed. Interactive assistance if they enter invalid data during login. Clear explanations about identity and agreement about what data they are willing to share with publishers.
	Medium

	UoE Information Services
	Smooth running IdM service that does not create the need for emergency handling. Secure administration of services. Factual reports and early fault detection.
	Medium

	Visitors to UoE campus for research, conferences, etc
	Wireless WAYF routing via EduRoam to home institution.
	High


7. Risk Analysis

	Risk
	Probability

(1-5)
	Severity

(1-5)
	Score

(P x S)
	Action to Prevent/Manage Risk

	Staffing
	2
	4
	8
	Recruit new staff that is not carrying existing UoE duties into their jobs. Use staff with existing UoE IdM experience. Insist on solid documentation and adherence to this work plan.

	Organisational
	1
	3
	3
	Lack of enthusiasm and financial commitment by University. If it fauns, scale back the scope to just the XPort associated list. 

	Technical
	1
	4
	4
	Shifting and unstable specifications because many services are still in their infancy. If a release with enough changes occurs, halt project and review moving core to latest versions of principal applications.

	External suppliers
	1
	3
	3
	The software suppliers of interest is Internet2, CAS (Yale) and CAS (Esup-Portail), RedHat and Apache. Only Esup-Portail could falter, and if it does, switch to the Yale version.
The hardware supplier is Dell and if their product line is ceased, switch to an alternative Linux platform such as Penguincomputing.

	Legal
	0
	0
	0
	All specialist software is covered by a Creative Commons Licence. The privacy of user data is not expected to be an issue as no new data is being stored. An application such as SharpE will be used to offer users preset levels of personal data for release to each website they visit.

	
	
	
	
	


8. Standards
	Name of standard or specification
	Version
	Notes

	Shibboleth IdP
	2
	Awaiting release in mid-2006, Until then use Shib 1.3c. This is required to conform to JISC UKERNA/Athens replacement

	NSF Middleware Initiative Education in IT (nmi-edit) identity and access management recommendations (http://www.nmi-edit.org/index.cfm)
	Several
	This body is targeting the development of solutions for campuses in a similar position to UoE, where several proprietary systems require cross-application architecture to cement SSO, security, group and privilege management.

	Security Assertion Markup Language (SAML)
	2
	

	Lightweight Directory Access Protocol (LDAP)
	3
	

	Red Hat Enterprise (RHEL)
	4
	


9. Technical Development
The project will follow an Enterprise Directory Implementation Roadmap
 developed by the nmi-edit team released as part of the NSF’s Middleware Initiative Release 8. This organization is supervising the development of architecture standards, best practices, directory schemas, policies, services and software for HE and FE globally. It has defined architecture standards for grids, group management, end-to-end diagnostics and Shibboleth. And its best practices define roadmaps for Enterprise Authentication Implementation and Enterprise Directory Implementation as well as the famous LDAP Recipe
. This strong heritage is the source of the template/roadmap for the UoE IdM project. 
Where possible, the project will draw on this resource because of the pool of talent, the quality of documentation and source code, the lively and helpful mailing list support groups, the conferences and presentations freely available and the continuing innovative development of their products. 

10. Intellectual Property Rights

There is no intellectual property created by the project apart from adapting open source solutions to integrate UoE unique blend of disparate proprietary products (Oracle, WebCT, Innopac, etc.)

Project Resources

11. Project Partners

There are no formal project partners. Those most closely involved outside of Information Services are the schools and services of the Exeter campus, which will benefit from SSO solutions to their web services. 
12. Project Management

The project Management framework follows the SSADM methodology of waterfall development whereby each section is signed off before proceeding to the next. This is critical because of the need for consensus across so many participating groups. Even though it is a software project and would at first appear to best solved using UML, the large amount of correlation between existing systems means that the focus will be on architecture rather than final code.
These are the members of Information Service most closely involved in the IdM Project.
	Name
	Role
	Contact
	Proportion of time

	Graham Coppell
	Acting Head of Information Services
	g.a.coppell@ex.ac.uk
	3%

	Steve Grange
	Senior Systems Administrator
	s.l.grange@ex.ac.uk
	3%

	Bill Edmunds
	University Webmaster
	w.edmunds@ex.ac.uk
	5%

	Dave Barker
	Computing Development Officer
	d.r.barker@ex.ac.uk
	10%

	Dave Gardner
	Computing Development Officer
	d.n.gardner@ex.ac.uk
	10%

	TBA
	IdM Manager
	
	100%

	TBA
	IdM Software Engineer
	
	100%

	TBA
	IdM Software Engineer
	
	10%


New hires will be expected to attend MATU training courses
 on Shibboleth and to attend conferences, such as EuroCAMP
, to learn other university case studies in IdM implementation.  

13. Programme Support

The IdM project will expect generous support from the Head of Information Services in encouraging schools and services to migrate to the new directory services. The Registrar will be expected to provide clear adjudication when conflicting rules have to be resolved and will be expected to overrule opinions of senior staff in other schools if required.
14. Budget

Appendix A shows that a five year full implementation of IdM requires £740,000, with a peak expenditure of £170,000 in the first year.   The critical costs are £30,000 for hardware, with the remaining for staff costs. 
Salaries and project scope can be pruned to reduce this cost.
Detailed Project Planning

15. Workpackages

The IdM project has these phases:

1. Installation of hardware, software and infrastructure

2. Conversion of first key application to use IdM (SSO) e.g. Athens

3. Conversion of remaining high profile campus applications to use IdM (SSO) e.g. Innopac, WebCT, Xport

4. Conversion of remaining campus applications to use IdM (SSO)

Appendix B is a listing of the 18 workpackages of the Phase 1 and 2 of the IdM project. It assumes a fast-track development built on the knowledge gained with Project SWISh and reckons to complete the migration of the first application by Christmas 2006.
16. Evaluation Plan

	Timing
	Factor to Evaluate
	Questions to Address
	Method(s)
	Measure of Success

	After installing SSO
	Does SSO work?
	Is the SSO login reliable, secure and fast
	Measure traffic load, response times
	Feedback from users, SSO server logs.

	After SSO installation
	Does group, privilege and attribute management work?
	Is the administration of the student and staff population practical, secure and reliable?
	Survey IdM administrators
	Absence of system faults.

	After Xport migration to SSO
	Simplified login
	Has the elimination of multiple IDs worked?
	Measure HelpDesk support calls
	Watch reduction in calls for help, password changes.

	After EduRoam migration to SSO
	Conference Wireless access
	Are delegates able to authenticate against home institutions
	Survey delegates
	Success connections within one minute of opening browser

	After conversion of campus browsers
	Improved security
	Have students and staff benefited from only not having to write down lists of passwords
	Survey students and staff
	Students understand user ID policy within first week.
Increased usage of library resources in first weeks.

	Start of term
	Coping with special cases
	Effort involved in creation of accounts for PMS, CUC and others
	Survey IdM administrators
	Absence of user and staff complaints

	Mid-project
	Fewer password databases
	Elimination of replicated content of LDAP and local password databases
	Verify database removal
	Reduction of the current high number of systems each of each is an effective gateway

	Mid-2008
	Conversion from Athens to UKERNA Federation and Shibboleth
	Was migration successful and error free for users?
	Assess faults reported through HelpDesk
	Transparent change to users who do not even know what Shibboleth is.

	Mid-2008
	Integration of PMS and CUC SSO 
	Can students/doctors understand and use the unified service?
	Survey helpdesk staff for query volumes
	Trend analysis of HelpDesk statistics


17. Quality Plan
	Timing
	Quality criteria
	QA method(s)
	Evidence of compliance
	Quality responsibilities
	Quality tools 

(if applicable)

	Continuing
	Development methodology
	Follow nmi-edit and SSADM 
	Comparison of documentation and results
	IdM Manager
	Use templates and constant verification

	Dec 2006
	Fitness for purpose
	Unit, integrated test plans
	Writing test plans before system development
	IdM Manager and external auditor (?)
	Classic test plan methodology

	Dec 2006
	Best practice for processes
	Follow industry trends, news and standards
	Conference attendance, mailing list usage, presenting plans for public review
	IdM Manager
	Routine evaluation of peer experiences

	Continuous
	Adherence to specifications
	Installation of latest software releases on standby systems and regression tests
	Ensuring latest versions always in use
	IdM  Manager
	Inspection

	Continuous
	Adherence to standards
	Do not invent anything that has been invented elsewhere
	Constant evaluation and discussion
	IdM Manager
	Research and inspection


18. Dissemination Plan

	Timing
	Dissemination Activity
	Audience
	Purpose
	Key Message

	After every workpackage
	Formal report according to SSADM methodology, placed on IdM website
	Project team and interested parties
	Explanation of decisions, trade-offs, standards
	No secrets

	Continuous
	Blogging
	Everyone
	Lively discussion about progress, tests for both local and peer groups
	No secrets

	Monthly
	Presentations and demonstrations
	Stakeholders
	Ensure buy-in and exchange ideas
	Following a carefully researched development path


Appendixes

Appendix A. Project Budget

	
	YR1
	YR2
	YR3
	YR4
	YR5

	Staff
	
	
	
	
	

	IdM Manager
	60,000
	60,000
	60,000
	60,000
	60,000

	IdM Software Engineers (2)
	70,000
	70,000
	70,000
	70,000
	70,000

	
	
	
	
	
	

	Travel & Subsistence (Conferences and courses)
	10,000
	10,000
	10,000
	10,000
	10,000

	Equipment : 

2 off Dell PowerEdge 1855 Blade racks containing 4 blade servers plus one spare. Configurations follow.
	29,524
	6,062
	0
	0
	0

	Dissemination activities 
	1,000
	1,000
	1,000
	1,000
	1,000

	Evaluation activities
	0
	0
	0
	0
	0

	
	
	
	
	
	

	Total
	£170,524
	£147,062
	£141,000
	£141,000
	£141,000

	Cumulative Total
	£170,524
	£317,586
	£458,586
	£599,586
	£740,586


	Application
	PowerEdge 1855 blade configuration
	Unit cost £
	Cost 
£

	Two empty blade racks
	Chassis V1.1 (2 x 2100W PSU), non redundant, single DRAC
	2,289
	4,578

	SSO servers: These are two servers with very restricted access that are able to handle the peak surges of ticket requests with no visible decay in response time. To minimize the risk of compromise all ports are closed except the CAS ticket request and validation port 80 and 443. All non-essential services are switched off and daily checks made for potential break-ins. The CAS traffic volume will support 20,000 users. This reference shows the hardware configurations used for CAS servers elsewhere: http://www.ja-sig.org/wiki/display/CAS/Resources+to+Deploy
	Two dual core Xeon 2.8 GHz,

4 GB DDR2 SDRAM memory ( 2 x 2GB 400 MHz),

2 x 73 GB 15,000 rpm Ultra320 SCSI discs,
Onboard SCSI RAID controller


	3,031
	6,062

	Shibboleth IdP Servers: Two servers to handle all authentication and authorization requests. Each function initializes a secure connection with the service provider wanting the information. It then forwards all queries to the Enterprise Directory
	Two dual core Xeon 2.8 GHz,

4 GB DDR2 SDRAM memory ( 2 x 2GB 400 MHz),

2 x 73 GB 15,000 rpm Ultra320 SCSI discs,
Onboard SCSI RAID controller


	3,031
	6,062

	Grouper/Signet servers: The management of the attribute authority required by the IdP servers is an evolving science. Grouper is a database and GUI for administering a hierarchical tree of groups of people in multiple realms. Signet is a database and GUI for controlling the privileges of everyone in the grouper database.  To see a demo: http://middleware.internet2.edu/signet/mockup/main.html
	Two Xeon 3.2 GHz,
4 GB DDR2 SDRAM memory ( 2 x 2GB 400 MHz),

2 x 300 GB 10,000 rpm Ultra320 SCSI discs,
Onboard SCSI RAID controller
	2,563
	5,126

	Enterprise Directory servers: These systems contain the replacement for the OpenLDAP server and use the Fedora Directory Server and a Registry to link it to university databases. When complete it will become the new master LDAP server.
	Two Xeon 3.2 GHz,

4 GB DDR2 SDRAM memory ( 2 x 2GB 400 MHz),

2 x 73 GB 10,000 rpm Ultra320 SCSI discs,
Onboard SCSI RAID controller
Dell 2342M Integrated Fibre Channel Module, dual port
	2,379
	4,759

	Spare
	One Xeon 3.2 GHz,

4 GB DDR2 SDRAM memory ( 2 x 2GB 400 MHz),

2 x 300 GB 10,000 rpm Ultra320 SCSI discs,
Onboard SCSI RAID controller
	2,937
	2,937

	Total
	
	
	£29,524


Appendix B. Workpackages

This workpackage methodology is extensively based on Internet 2’s nmi-edit “Enterprise Directory Implementation Roadmap”

	WORKPACKAGES 
	Month
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10
	11
	12

	
	
	
	
	
	
	
	
	
	
	
	
	
	

	1: Develop business case and secure support
	June
	X
	
	
	
	
	
	
	
	
	
	
	

	2: Develop Project Plan
	June
	X
	
	
	
	
	
	
	
	
	
	
	

	3: Assemble resources
	June
	X
	
	
	
	
	
	
	
	
	
	
	

	4: Develop Campus Identifier Strategy
	July
	
	X
	
	
	
	
	
	
	
	
	
	

	5: Research Directory Services Architectures
	July
	
	X
	
	
	
	
	
	
	
	
	
	

	6: Research and Design: System Architectures
	July
	
	X
	
	
	
	
	
	
	
	
	
	

	7: Educate Policy Staff about Directories
	August
	
	
	X
	
	
	
	
	
	
	
	
	

	8: Review Policy Structure and Begin Development
	August
	
	
	X
	
	
	
	
	
	
	
	
	

	9: Review Chosen Application Requirements
	August
	
	
	X
	
	
	
	
	
	
	
	
	

	10: Develop Data Flow from Source Systems and to Consumer Systems
	Sept.
	
	
	
	X
	
	
	
	
	
	
	
	

	11: Develop Technical Processes According to Business and Architecture Requirements
	Sept.
	
	
	
	X
	
	
	
	
	
	
	
	

	12: Business Process Design
	Sept.
	
	
	
	X
	X
	
	
	
	
	
	
	

	13: Install network, hardware, and software systems
	Oct.
	
	
	
	
	X
	
	
	
	
	
	
	

	14: Implement Directory, Security, and Data Flow Architecture
	Nov.
	
	
	
	
	
	X
	
	
	
	
	
	

	15: Deploy Monitoring and Operational Tools
	Nov.
	
	
	
	
	
	X
	
	
	
	
	
	

	16: Participate in Testing Initial Applications and Directory Service
	Dec
	
	
	
	
	
	
	X
	
	
	
	
	

	17: Implement Oversight Mechanism
	Dec.
	
	
	
	
	
	
	X
	
	
	
	
	

	18: Publish Project Success,
	Dec.
	
	
	
	
	
	
	X
	
	
	
	
	


Project start date: 1 June 2006
First phase of IdM Project completion date: 22 Dec 2005
Duration: 7 months

	Workpackage and activity
	Earliest Start date
	Earliest Comp-letion date
	Detailed activity and outputs 
	Milestone
	Responsibility

	WORKPACKAGE 1: Develop business case and secure support
Objective: Reduce to three compelling reasons

	
[image: image4.wmf]
	
	
	
	

	1. Educate the organization on the need for middleware
	01/01/06
	31/05/06
	Convince sponsors, stakeholders, and the community that the directory provides identity management (a key component of their security strategy), a single system of record for information about people, and a common method for systems to use for accessing information about people.
	
	

	2. Assemble drivers for campus
	01/06/06
	02/06/06
	Revisit the campus strategic plans and collective knowledge regarding future application requirements. Fit the directory services implementation into the context of campus needs.
	
	

	3. Assess strengths, weaknesses, and critical success factors
	05/06/06
	07/06/06
	Consider the possible pitfalls of the project, and have ready answers and alternatives. Review the current organizational and political issues that may provide project roadblocks. Review the policy and business process structure as well. Is there a campus data oversight and stewardship policy?
	
	

	4. Develop business case
	08/06/06
	09/06/06
	Update this plan.
	
	

	5. Secure support
	01/06/06
	09/06/06
	Discuss this business case with campus stakeholders to determine the first possible directory-enabled applications and find out how you can assist others with the project. Secure a champion outside IT who can talk to others about the importance of the project to campus. Secure executive support to help secure funding and develop policy
	
	

	
	
	
	
	
	

	WORKPACKAGE 2: Develop Project Plan
Objective: Itemize every interested party and how project will be run, then appoint first staff.

	
	
	
	
	

	6. Decide on implementation strategy, timing, and organizational approach
	12/06/06
	14/06/06
	Clarify relationships between individuals to be in the directory and the institution. When does an admitted student become able to access online library resources?
Determine who manages, who can update, and who can see common data. How does an address get changed? Who is responsible for its accuracy?
Structure information access and use rules among departments and central administrative units. Who can download directory information? Who can access the directory information in real-time? What security roles or levels will be used for various directory data? 
Reconcile business rules and practices. What needs to happen in the systems of record in order to have new student accounts added? Who must initiate this?
	
	

	7. Project methodology
	01/06/06
	01/06/06
	Select methodology in the light of new IS structure:

 Campus strategic project. This approach entails creating campus-wide support for the implementation and selling the idea strategically.

 Application requirement. This approach ties a directory service implementation to the deployment of an application, such as a portal. The costs are then rolled into the portal costs, and political issues are resolved within the framework of a campus-wide application need. Experience has shown that in order to leverage the enterprise directory in a broad fashion, the strategic work has to be done at some point 

 Stealth. Many implementations are done without campus buy-in and instead the business case is made and the project is done inside central IT. 
	
	

	8. Develop communications and promotion plan
	01/06/06
	30/06/06
	Managing expectations and publicizing quick wins is critical to acceptance of directory-enabled applications Use a combination of face-to-face conversations and presentations and web/hard copy communications. The former allows the presenter to tailor the message to audiences such as the financial officer, data stewards, and technical staff, and the latter keeps the overall message consistent. If possible, identify ways to involve stakeholders in the decision and policy-making process. 
Project managers and staff may find they need to reiterate the overall goals and business case many times before the directory is deployed and applications are enabled. It is not possible to over-communicate here.
	
	

	9. Discuss with stakeholders when appropriate
	01/06/06
	30/06/06
	When selling the idea to stakeholders, some presenters have mentioned the terms 'identity management" or "directory services" and some have focused more on the outcome for the audience. Whichever method is chosen, tailor the message to the audience, do not overwhelm them with details, and emphasize the points most important to them, such as security, privacy, less time to deploy, or increased service offerings with decreased risk.
Consensus is important, but not critical to the project if you have enough support elsewhere. Report progress as often as you can and keep a consistent, constant message. Allow plenty of time up front to work with data stewards, and include them in the policy/business process discussions, if possible.
The technical staff are also stakeholders in this project. Expect at least some disenfranchisement as some audiences will happily accept, some will reluctantly accept, and some will need dragging along in order to understand the benefits and needs. Look for ways to make IT services easier and better for building internal support.
	
	

	10. Develop project specifics
	15/06/06
	16/06/06
	Develop the project plan, especially the following points:

· Quick wins should be planned into the project early in the process to demonstrate value. Middleware’s benefit is often found in productivity gains or through self-service. Identify ways to measure this ahead of time. 

· Success enables more success. If the first few enabled applications are accepted, the directory team will be approached with more. Make sure later requests can be accommodated to help keep enthusiasm high.

· Over-provision the first infrastructure to accommodate growth, both in the use of the first applications and the addition of new ones. Do not skimp on hardware or redundancy.

· Develop overall guidelines for the directory and project, such as criteria for adding data to the directory and how those decisions are made, and so forth. This helps in decision-making later, when the project members can get bogged down in details.

· Be prepared to redefine responsibilities of people as the workload changes. The initial development team might not be the best to support this once it is in production. 

· Treat the directory as a formal application development project, and provide for a life-cycle of support and management.
	
	

	11. Staff requirements
	19/06/06
	19/06/06
	Assign staff for the following functions, some being shared : 
· Technical architect grasps the breadth of databases, applications, security, and their interrelationships. Understands organizational needs and values, and can map these into functional and security requirements for middleware.

· Project manager has a level of influence equal to being near the top of the central IT organization chart, and manages overall project progress and policy issues. Could be the same as the technical architect.

· Policy developer works with stakeholders and university administrators to develop policy for the directory services. 

· Systems analysts and interpersonal communication specialists interact with data stewards, ensuring that detailed designs mesh with real practices in business and academic offices.

· Systems, database, and application developers implement the selected technologies and understand the details of how they must be integrated into the existing infrastructure.
	
	

	
	
	
	
	
	

	WORKPACKAGE 3: Assemble resources
Objective:  Formally roll out project

	
	
	
	
	

	12. Decide on funding model and secure funding
	20/06/06
	21/06/06
	The bulk of the cost to deploy a directory is related to staff time. This is incurred across the institution in acquiring data, establishing policy, and implementing the technical infrastructure. However, it is also important to consider the capital and operational costs to fully understand the impact this type of project can have as a foundation component within an enterprise. The methods of securing funds for this project can vary from campus to campus, and will depend largely on the existing staff, their expertise, available resources for outsourcing, and level of commitment to other production systems.
	
	

	13. Develop technical, policy, executive, and organizational project structure
	21/06/06
	21/06/06
	The project structure should reflect a concerted effort between IT, administrative, and academic cultures to proactively foster collaborative relationships and broad participation throughout the project.
Assign a Project Champion, Project Manager, Core Team (making recommendations), Big Team (mailing list),  Steering Team (decision makers) and Technical Team (workhorse guys)
	
	

	14. Begin communication plan
	22/06/06
	23/06/06
	Formally roll out the project using methods outlined in the communication plan.
	
	

	
	
	
	
	
	

	WORKPACKAGE 4: Develop Campus Identifier Strategy
Objective: Determine the campus unique ID

	
	
	
	
	

	15. Create an identifier inventory
	26/06/06
	30/06/06
	Directories (and in particular, person registries) are where different types of identifiers are correlated and mapped to a single unique ID. As a result, it is important to understand such relationships among them. 
To understand the complexity and begin the design process, research the various identifiers used in systems and applications across campus and understand their characteristics. Establish ongoing relationships between the architecture and those assigning and using fundamental identifiers.
	
	

	16. Decide on an identifier strategy
	03/07/06
	05/07/06
	After creating an identifier inventory of the campus, decide on one campus unique identifier that other identifiers will map to within the enterprise directory. The campus unique identifier, or UID, is the primary internal identifier, and is typically used behind the scenes and not known by most users. The UID is centrally provided, perhaps with distributed online clients, is assigned to all current active users of campus electronic resources, and all other identifiers should be either directly or indirectly linked to the UID. It is valuable to have this be human-unfriendly, to discourage its inappropriate use.
	
	

	
	
	
	
	
	

	WORKPACKAGE 5: Research Directory Services Architectures
Objective: Selection of products

	
	
	
	
	

	17. Understand the components and how they interact
	06/07/06
	11/07/06
	There are three common components of an enterprise directory architecture: 
1) the registry which is a database of information about each entity of significance - current and historical; 
2) the interface to consumer applications -usually an LDAP directory or authentication service, such as Kerberos; and 
3) the metadirectory infrastructure which controls the flow of information between systems of record, the enterprise directory components, and the consumer applications.
An enterprise directory is generally not a stand-alone service. Rather, it is a means of publishing institutional data in an easily accessible manner. As such, one or more systems of record will provide data for import into the directory. There may also be data that only exists in the directory. There will certainly be a number of users of the directory. 
Data passes through a "join" process to merge the information under the correct identifiers, and is written to the person registry, which is a database whose primary functions are identity management, reconciliation ("Is this person the same as that person?"), and cross-indexing ("Given this person's ID on system X, find their ID on system Y.") The person registry can also serve as a reference identifier for other systems. Other types of registries, such as organization registries or group registries, may also exist; registries in general are also referred to as metadirectories. Both directory and metadirectory products often come with person registries.
	
	

	18. Review campus technical infrastructure and requirements
	12/07/06
	14/07/06
	Which hardware platforms are already supported by the campus infrastructure? Obviously, supporting a new one will require significant human capital investment, through additional staff or training, or both. Will the network infrastructure be able to handle the required traffic? How big will the Directory (database) be, and how many copies will be in production simultaneously? Is the necessary OS and disk technology to support the high availability need of the Directory, and the expertise in configuring/using the technology, already on campus?
	
	

	19. Research current higher-ed practices
	17/07/06
	18/07/06
	Review eduPerson and local schemas already developed at Exeter. Consider new schemas being developed by TERENA.
	
	

	20. Research security issues and models
	19/07/06
	20/07/06
	The LDAP specification allows for authenticated access to the directory, but does not make any statement about the encryption of data or passwords into or out of the directory. Will there be graduated levels of access (that is, will anonymous/public access entities see a certain set of attributes; certain authenticated users see an additional set of attributes; other authenticated users see a different additional set of attributes, etc)? How will users of the directory be authenticated? Is there an existing authentication system (certificates, Kerberos, etc.) that can be leveraged?
	
	

	21. Review and decide on products
	21/07/06
	21/07/06
	There are a number of commercial and open-source directory-service products available. In many cases, the actual directory server software is just one piece or portion of the overall solution. Other products may be implemented in addition to the directory server software, such as delegated administration tools. Decide on required additional functionality, such as multi-master replication. In some cases, products may require additional products in order to install (for example, a particular compiler version might be required for an open-source product) or to interoperate (will a tool be needed to do password sync between the existing security system and the directory?). Finally, hardware and OS platforms for the products will need to be selected. Some products will run on more than one platform. There may be constraints on performance/functionality if a second tier platform is considered.
After all these issues are taken into the consideration, the choice of products may be self-evident, based on issues of cost (purchase and support), functionality, and performance.
	
	

	
	
	
	
	
	

	WORKPACKAGE 6: Research and Design: System Architectures

Objective: Hardware selected

	
	
	
	
	

	22. Design networking, hardware, and software infrastructure
	24/07/06
	26/07/06
	The analysis of the network infrastructure needs to be done in terms of risk management, tolerance for service failure, and recovery times. Then one can review the cost/benefit considerations, such as establishing redundant paths to the network from the directory server where each path leads to a separate switch on the same network.
Since directory servers are "light-weight", it is nice to be able to put the entire database in memory. The ability to respond to requests rapidly is critical, so directory servers should use disk as little as possible - the less overhead, the better. This is where Direct Attached Storage (DAS) is utilized. Most of the time, directory server’s deal with small bits of information, such as password verification; multiprocessor machines work well for this type of service.
	
	

	23. Work with project management and others to assemble needed technology components
	27/07/06
	28/07/06
	Work with Large Systems Group on installation rack space, power, ventilation, network connectivity, SAN connection and redundancy.
	
	

	
	
	
	
	
	

	WORKPACKAGE 7: Educate Policy Staff about Directories
Objective:  Buy in from other departments

	
	
	
	
	

	24. Discuss the enterprise directory, and encourage support for the business and project plan
	31/07/06
	02/08/06
	Create communication forums to facilitate developer initiatives involving the directory.

Hold focus group meetings with campus developers and central IT Directory Services staff. Plan to meet regularly with campus IT groups to provide status updates, and obtain input for planning program initiatives.
	
	

	25. Begin discussion of roles and long-term opportunities and challenges
	03/08/06
	04/08/06
	To ensure a smooth transition between existing policy and political environments, make sure those individuals critical to the operational process buy into your plan. Data stewards, for instance, should be involved not only in the initial data discussions and implementations of data feeds, but also in the longer term oversight and management of the directory. As Exeter does not have a data administration policy for the various systems on campus, address this to build the directory. Begin discussing big policy issues such as this early on, as they will take significant time to develop and resolve.
	
	

	
	
	
	
	
	

	WORKPACKAGE 8: Review Policy Structure and Begin Development

Objective: Establish administrators and rights

	
	
	
	
	

	26. Work with project/technical staff to identify gaps and develop overall requirements
	07/08/06
	09/08/06
	Tackle the day-day operational and data ownership issues: 
What are your data access and use policies, and how are they determined?
Which data will you keep in the directory, why, and for how long? Will you delete entries? What types of services will you use it for?
What are the guiding principles for your directory?
Who are your data stewards for your systems of record? Typically, the data steward for the system of record is the same one for corresponding attributes in the directory. 
Who should be the data steward for information where the directory is the system of record? Will there be any data that fit this category? Why or why not?
Who can create, read, update, and delete the data in the directory? Is IT a steward for any new information such as e-mail addresses or UNIX UIDS?
Can a developer access non-public directory data? If so, what is the approval process to do so? How do you get in touch with the developer in the future, if the data policies change?
	
	

	27. Determine policy approval mechanism
	10/08/06
	10/08/06
	Determine what you can do to streamline the approval process. Some campuses have set up a group to review and approve these as the project progresses.
	
	

	
	
	
	
	
	

	WORKPACKAGE 9: Review Chosen Application Requirements

Objective: Directory Structure defined

	
	
	
	
	

	28. Design for the first applications, keeping the longer term in mind
	11/08/06
	15/08/06
	Enterprise directories require a greater focus on the processes for migrating data from systems of record and providing that data to other services, systems, and application directories.
However, an institution does not need a lot of data in their directory to begin deploying applications. You should have the directory structures well thought out and implemented for the long run, but the directory can be populated sparsely at first and expanded as the applications are added.
	
	

	(Notional Vacation)
	16/08/06
	30/08/06
	
	
	

	WORKPACKAGE 10: Develop Data Flow from Source Systems and to Consumer Systems

Objective: Directory population procedure written

	
	
	
	
	

	29. Consider and architect the three major directory processes: 1) consolidation/identity matching, 2) intelligence, and 3) provisioning of data consumers.
	31/08/06
	08/09/06
	There are three major directory processes. The first is consolidating data from all systems of record, such as human resources information systems, student information systems, email address tables, UNIX account information, campus telephone directories, physical office locations, etc. All information is then "joined" to produce a single master record for each individual. This identity matching process resolves records that appear to be related to an individual, determining definitively whether they are related or not. The resultant collection of resolved master records is referred to as a "registry" and may be stored in a single data store (database table, indexed file, etc.). In essence, this process reviews all of the relevant institutional sources of data, and joins them together. 
The second process, or "intelligence", manages how data is inserted, modified, and deleted from the registry, based upon the business rules of the institution. This process is mindful of both the data providing source systems and the applications that will consume the transformed data. 
The third process considers all the applications and systems using the directory and provisions them accordingly. For example, directory-enabled applications, such as calendaring, may require an LDAP directory presentation of the data. Non-directory-enabled applications may require ODBC presentations of just a few of the attributes. Resource provisioning and account management systems track additions, removals, and changes of status, and perform tasks accordingly.
	
	

	30. Work with data stewards to populate the directory with the correct data and work with management on getting clean data.
	11/09/06
	15/09/06
	Identifying the systems of record for each directory attribute is a critical component in the analysis of the enterprise directory services. Determine how Exeter will maintain the integrity (or correctness) of the data in the enterprise directory, given that some portion of the data in their systems of record is out-of-date, contains mistakes, and/or is not consistently formatted. Most institutions prefer not to fix bad data within the enterprise directory and instead develop a policy stipulating that corrections must be applied at the source. While such policies reduce the amount of transformations required to handle erroneous data, they may undermine the usability of the directory for consumers, if the administrators of the source systems are less than responsive.
Decide which pieces of source data to use in the enterprise directory. Faced with the likelihood of multiple values for commonly required attributes (such as names, addresses, phone numbers, and job titles), analysis may be required to determine which values are the most appropriate ones to reside in the directory.

It is common to transform data before putting values into a registry. Standardizing format, case in names, and attribute contents are the most common, along with removing duplicate names coming from different systems. Directory-project planners should bear in mind that data transformation can require a significant investment in time and energy.
	
	

	
	
	
	
	
	

	WORKPACKAGE 11: Develop Technical Processes According to Business and Architecture Requirements

Objective: Registry design complete

	
	
	
	
	

	31. Develop person registry and data load processes
	18/09/06
	22/09/06
	Building the registry entails extracting, transforming, and loading the data. Write scripts or code to manage these processes. Registries can be "fat" or "thin", depending on how much data is put into the registry. If the source systems are LDAP and are highly available themselves, then building a thin registry with just enough data to perform the identity resolution might be appropriate, since the applications or consumers can get the identity from the registry and other data from source data stores. Most campuses choose to build a fat registry in order to supply information to consumers. Fat registries simplify processes required to meet application and consumer requirements, and can help to avoid issues regarding the technical or procedural inaccessibility of source systems.
	
	

	
	
	
	
	
	

	WORKPACKAGE 12: Business Process Design

Objective: Directory Definition Document agreed

	
	
	
	
	

	32. Review business and application requirements.
	25/09/06
	25/09/06
	Take a look at the existing policies and procedures used for managing the system(s) of record and determine if they can be leveraged to serve the directory infrastructure. If you are planning to switch from using a student number as the primary identifier to another identifier, now is the time to determine if there are policy and/or architecture changes needed to accommodate the new approach.
	
	

	33. Work with technical implementation team to determine where current practices need alteration and new ones need development.
	26/09/09
	03/10/06
	Develop new policies, procedures, and service agreements for the new enterprise directory. For example, the backup of a directory is problematic because the 24X7 service expectations do not allow for clean snapshots. How often should the data be updated? Once per day? Every ten minutes? As transactions occur? These service targets and policies will affect the applications to be deployed, and should be documented for developers and data stewards, at a minimum.

Decide on a directory-use philosophy that outlines which data can be added and for what purposes. This will go a long way towards helping future developers know which service to use for each application. Additional considerations include the following:

• Users should be able to read a statement about how their data is being used, where, and for what purposes. If your campus does not have a privacy or personal data use policy, you are strongly encouraged to develop one.

• If your campus has decided to implement a new identifier or identity management system, there will be significant policy development associated with your project.

• As application-integration best practices emerge, develop a checklist for RFPs to ensure compliance with future products, whether purchased or public-domain.


	
	

	34. Work with data stewards to develop data update, flow, and oversight approaches.
	04/10/06
	09/10/06
	Develop a document outlining the directory attributes, their source, and ownership permissions. Consider creating a CRUD table (Create, Read, Update, and Delete) for each piece of data. You could also include information about the metadirectory processes that were performed on the source data to arrive at the directory attribute value. Develop an oversight process to ensure the data custodians, developers, application owners, policy-makers, and directory administrators communicate on a regular (if infrequent) basis. New developers, then, request the data use from the data stewards, rather than the directory administrator.
	
	

	
	
	
	
	
	

	WORKPACKAGE 13: Install network, hardware, and software systems to support the deployed services
Objective: Hardware and software base ready 

	
	
	
	
	

	35. Install network
	10/10/06
	10/10/06
	Ensure network connections for all servers are assembled and tested. Assign IP addresses and update DNS
	
	

	36. Install hardware
	11/10/06
	11/10/06
	Install blades and connect to SAN and network. Check rack ventilation.
	
	

	37. Install software
	12/10/06
	17/10/06
	Install RHEL4, following plan documented on gilead website, for Java, Apache, mod_jk, Tomcat, Shibboleth IdP, PHP, Grouper, Signet, 
	
	

	38. Configure security
	17/10/06
	17/10/06
	Modify RHEL files to secure access to server to minimal set of IPs. 
	
	

	39. Install databases
	18/10/06
	20/10/06
	Configure Oracle as the database for Grouper and Signet.
	
	

	40. Install certificates
	23/10/06
	23/10/06
	Generate and install certificates for new servers. Create root certificate files and verify SSL’s correct operation.
	
	

	41. Test software versions
	23/10/06
	27/10/06
	Perform sanity tests of all applications. 
	
	

	
	
	
	
	
	

	WORKPACKAGE 14: Implement Directory, Security, and Data Flow Architecture

Objective: Deploy first application

	
	
	
	
	

	42. Implement person registry and data flow functions
	30/10/06
	03/11/06
	As noted in the design phase, a person registry is a directory or database whose primary functions are identity reconciliation. The implementation of the person registry has three stages:
1) Determine if a new person entering the registry is actually new or if he/she already exists in the registry. This is usually done by comparing key elements, such as name, date of birth, city of birth, and mother's maiden name. 
2) If the person is new, assign them an identifier to them and enter them into the registry. If the entrant is an existing person, the source system may be notified and provided with the existing person's identifier. If there is uncertainty, the system that initiated the new entrant is notified and an arbitration process is begun. 
3) Determine if a person's information needs to be updated, such as a name change. Since the person registry holds very little volatile information, this is an infrequent and straightforward activity.
The person registry may be operated by a central IT organization or by a sponsoring campus unit, such as the Registrar or Personnel. This unit may handle the arbitration process as well. Although there is a real cost in labour to this work, there are major institutional efficiencies to having this focused approach.
Because query resolution speed is not important, the person registry may be implemented as a database, rather than a directory. Unexpected benefits of a person registry may include cleaning up after student information system errors, such as miss-typed names. One should be careful about combining person registry entries into a single entry. Once merged, separation is difficult.
	
	

	43. Populate directory and test
	06/11/06
	10/11/06
	Populate the directory server with the clean data set created in the data phase. This data will be the result of the feed process that extracts or generates data from your systems of record.
Test the data by comparing it with your source. Work with the stakeholders and data stewards to review the data in the directory server to make sure it is correct. 
Next, perform load testing, if possible. There are benchmarking tools available that are useful for load testing a directory server. Some are free, while others are vendor products. Of course, it is difficult to mirror "real world" load, but it will provide you with a general idea. Your access-control approach may lead to performance problems. This would be a good time to verify that your access-control rules are working as expected.
	
	

	44. Prototype first applications, and work with stakeholders on testing
	13/11/06
	17/11/06
	Develop a test plan for the application(s) to communicate target metrics and facilitate user testing. Remember that stakeholders and data stewards may not have a great deal of time to spend on testing applications, so try to make it as easy for them as possible to make progress.
Deploy your first application(s) in a test environment, and allow people, especially stakeholders, to begin using them. You may wish to limit this testing to just the appropriate stakeholders and data custodians, until they are comfortable and "sign off" on the application(s) and/or use of the directory server in general.
Access control rules, schema changes, and even data sets can change at this stage, depending on the results of your widened testing.
	
	

	45. Include mechanisms for implementing institutional privacy policy/approach
	20/11/06
	24/11/06
	There are at least two approaches to implementing institutional privacy policies:

1. Develop a policy, and enforce it with the application developers using the data in the directory server responsible for upholding that policy. This could involve writing an API in multiple computer languages for application developers. Most directory servers come with an ability to handle access control. One could develop access control rules in the directory server itself that enforce policy rules.

2. Develop access control rules that specify which data are available to which authorized users. Using this approach, it will not be necessary to develop and maintain one or more APIs.
	
	

	
	
	
	
	
	

	WORKPACKAGE 15: Deploy Monitoring and Operational Tools

Objective: Tuned LDAP

	
	
	
	
	

	46. Monitoring and graphing the performance of LDAP operations
	27/10/06
	01/12/06
	Monitoring and graphing the performance of LDAP operations using utilities such as Look can help in quickly ascertaining operational deficiencies. Doing so can also, provide useful information for troubleshooting unexpected problems, and help with capacity planning to ensure operational requirements continue to be met as more applications integrate with the directory service. Because of the open and public nature of LDAP directories, directory administrators may not know that a new application is performing LDAP queries, so operational monitoring is critical to the support of the service.
	
	

	
	
	
	
	
	

	WORKPACKAGE 16: Participate in Testing Initial Applications and Directory Service

Objective: LDAP Support in place 

	
	
	
	
	

	47. Review initial applications for functionality, data integrity, and policy/legal compliance
	04/12/06
	06/12/06
	Develop a testing plan and require approval of the directory, data, and app owners before going live. Consider how users report problems with the applications and/or data, and who is responsible for troubleshooting. Sometimes it is difficult to know if the issue is a directory, application, or data problem. If possible, make sure the users know how to change their information.
	
	

	
	
	
	
	
	

	WORKPACKAGE 17: Implement Oversight Mechanism

Objective: Finalise directory policy management

	
	
	
	
	

	48. Establish oversight group to cover change requests
	07/12/06
	08/12/06
	When new data elements are considered for the directory service, it is important to include both the data stewards and the directory architects in the decision-making process. Determining access to data is the steward's responsibility. Securing the data and providing capacity for new demand is the responsibility of the directory architect. 
In the long term, it is very useful to create a similar CRUD (create, read, update, and delete) matrix for applications. Who owns the applications? Who can update and decommission them? This can take a lot of work up front, but it retains the directory as an infrastructure service that leverages institutional data to serve stakeholders and their applications.
	
	

	(Contingency)
	11/12/06
	22/12/06
	
	
	

	WORKPACKAGE 18: Publish Project Success, and Thank Participants

Objective: 


	
	
	
	
	

	49. Party
	
	
	When the project plan and steps designed at the outset are accomplished, it is time to thank the participants in a visible way, and notify the campus of the service success.

Even though the directory will continue to be updated and changed in accordance with new application and institutional requirements, mark the end of the development and the beginning of the oversight/production phases. You should also formally release the time commitments of those who have contributed to the project, but who will not be involved at an ongoing level. Sending a formal letter of thanks and contribution highlights to their supervisor is a tangible way of doing this.

Lastly, it is best to end the process with the team enjoying themselves, wanting to work together again in the future (when you start your campus authentication project), and feeling good about your collective work and outcomes.
	
	

	
	
	
	
	
	

	WORKPACKAGE 19: Identify next set of applications for SSO
Objective:  Choose targets for middle phase of IdM project

	
	
	
	
	

	50. 
	2007
	2007
	Service review. Decide on whether to proceed with current design or if experience has shown major design flaws. Itemize reasons for migrating the next set of applications and determine cost, practicability, resources and time for each.
	
	


Members of Project Team:

GC Graham Coppell

SG Steve Grange

WE Bill Edwards

DB Dave Barker

DG Dave Gardner

NJ Nick Johnson

Appendix C: List of UoE systems to be integrated into IdM

1. Alta HR

2. Unix administration

3. PC cluster interfaces

4. Proxy server

5. Dial-up server

6. Novell Netware

7. VPN server

8. Web page access

9. Email

10. Kinetic

11. Concept

12. Guild elections

13. Library

14. Athens

15. Access control -physical

16. Torex sports system

17. Delphi - CaP

18. Raisers Edge

19. Helpdesk

20. Portal

21. Resnet

22. Palms printing

23. Laminex

24. MeetingMaker

25. Oracle reporting tools

26. Portal

27. Web CT

28. U drive for staff

29. Local PC accounts

30. Hospitality Terminal services

31. PC backup

32. Network registration

33. Wireless

34. Degree day

35. Test systems

36. Car parking

37. Telephone exchange

38. Miscellaneous databases

39. Care CRM

40. Space database

41. Scientia

42. eCommerce

43. Oracle RDBMS

44. Monarch

45. WinDIP

46. InfoED

47. XRep

48. Business Objects

49. DWAI

50. Tutor groups

51. Hardware Maintenance

52. Computer Science servers

53. HUSS

54. Tetra

55. PMS Blackboard

56. MACE

57. Moodle

58. QuestionMark Perception

59. Library archive

60. SELL expertise database

61. Aptos

62. SITS

63. PAMS

64. Eureka Reporting

65. Telephone Logger

66. Telephone Directory
� http://www.jisc.ac.uk/index.cfm?name=news_shibboleth


� http://www.jisc.ac.uk/uploaded_documents/JISC-BP-ShibFedAcc-Inst.pdf


� http://www.jisc.ac.uk/index.cfm?name=access_qanda


� http://www.jisc.ac.uk/index.cfm?name=funding_circular11_04


� http://www.purdueonline.com/showthread.php?t=828&page=1


� http://www.wesleyan.edu/argus/archives/aa_archive_jan292002/dateyear/n6.html


� http://news.com.com/FBI+probes+network+breach+at+Stanford/2100-7349_3-5720754.html


� http://www.msi.umn.edu/security.html


� BS 7799-3:2005 Information security management systems. Guidelines for information security risk management (http://emea.bsi-global.com/InformationSecurity/Overview/index.xalter)


� http://www.nmi-edit.org/roadmap/dir-roadmap_200510/dir-roadmap_200510.pdf


� http://www.duke.edu/~gettes/giia/ldap-recipe/


� http://www.matu.ac.uk/training/


� http://www.terena.nl/activities/eurocamp/


� http://www.nmi-edit.org/roadmap/dir-roadmap_200510/index-set.html
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